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Welcome to Edition 6 — our AI Special. This edition is all about AI. No technical knowledge needed. Most investigators are 
already using these tools, usually Microsoft Copilot, built into the software you use every day. In the main, most AI tools 
arrived before any formal training did. This edition is written to support your knowledge and understanding of AI as part of 
our ongoing commitment to CPD. 



Why do we need CPD on 
AI
AI has moved from being experimental to everyday use and the UK has 
just appointed its first Minister of State for AI (Kanishka Narayan, 20 July 
2026). But adoption without governance and training introduces real risk, 
particularly in investigative work.

75%

Weekly AI Users
UK professionals across banking, government, legal, insurance and 
compliance use AI at least weekly.

69%

No Formal Training
Had received no formal AI training in the previous twelve months.

48%

No Policy
Either had no workplace AI policy or did not know whether one existed — 
rising to 50% in government and the public sector.

Insight: Government & Public Sector

The public sector has the lowest daily AI use (45%) but no 
stronger governance to show for it. 50% have no clear AI policy 
and 1 in 3 report not knowingly having any training/guidance on 
AI use in the past 12 months. 

Source: Skillcast, AI Adoption in the Workplace: The UK's Governance Gap, 
July 2026 — online panel survey of 500 respondents.



What AI Actually Is
AI LITERACY INVESTIGATIVE PRACTICE

AI covers several different things. Four models are worth knowing , because the guidance and the risks are different for each. 
The technical name for each is in brackets  as you may need to explain these words in policies and in court.

1. Search Tools (Deterministic)
Keyword searches, spotting duplicates, matching files 
by hash. Ask the same thing twice and you get the 
same answer. Most people would not call this AI, but it 
is what the disclosure guidance mainly has in mind. 

2. Sorting Tools (Machine Learning / 
TAR)
You review a sample by hand; the software learns from 
your decisions and ranks the rest by likely relevance. 
Civil courts have allowed this since 2016. In criminal 
work it rests on the Attorney General's Guidelines. It 
gives a statistical estimate of how well it did, not a 
guarantee.

3. Chat Tools (Generative AI / LLM)
ChatGPT, Copilot, Claude, Gemini is what most people 
mean by AI. They write text and are very good at 
reading a lot of material and summarising it against a 
question you set. They are not a database. Most now 
search the web, but that is a search which is a separate 
retrieval layer, not part of the generative process itself.

4. Multimodal AI (Image, Audio & 
Video)
Tools that accept not just text but photographs, audio 
recordings and video including transcription tools and 
image-analysis features in Copilot and ChatGPT. Useful 
for navigating long recordings or identifying content in 
images. The tool sees the picture but not the file, it 
cannot read embedded metadata such as date, camera 
or location. Extract metadata with a proper forensic 
tool and supply it as text. Transcription tools are useful 
but can insert words, names or places that were never 
said.

BDG Training Takeaway: If an investigator cannot say which of the types of tool they used, whether it was inside 
your organisation's system and where the answer is now stored, they are not in a position to justify the work.



How a Chat Tool Actually Works
AI LITERACY GENERATIVE AI

A large language model (LLM) has been trained on an enormous quantity of text and has learned the patterns in it , not just 
which words go together, but how arguments, documents and explanations are usually put together. Ask it something and it 
builds the answer a fragment at a time, each time choosing what fits with what has gone before.

It is then trained further on the answers people rated as good, which is why it is helpful and also why it tends to agree with 
you. All of this explains why the writing is so fluent: it is built to sound right. It also explains why it can be completely wrong 
in exactly the same confident tone. On its own it is not checking anything against the world; it is producing what a good 
answer would probably look like.

Hallucination
Chat tools make things up. This is not a bug that will be 
patched out, it follows from how they are built and how 
they are scored. The screen gives you no warning. Check 
everything you intend to rely on.

Non-Determinism
Ask the same question tomorrow and you may get 
something different. The model is updated without 
notice. If you are going to rely on an answer, save it at 
the time, with the date and the tool you used.

Context Window
Hand over a long document and the tool usually 
searches it rather than reading it through, so it answers 
from the parts it picked and does not tell you which. 
Even what it does take in gets less attention in the 
middle. Break long material into parts you choose.

Sycophancy
Chat tools agree with you. This is trained in. Saying 'I 
don't think that's right, are you sure?' may make the 
tool back down from a correct answer . Put the question 
neutrally and keep your theory out of it and if the tool 
agrees with you, that proves nothing.



Where the Tool Sits Matters
DATA GOVERNANCE AI POLICY

A free chatbot in a web browser sits outside your organisation's control. Copilot signed in with your work account sits inside 
it , Copilot signed in with a personal account does not, so check which one you are in.

What You Type Is a Record
Copilot prompts and answers are usually kept by your 
organisation and can be searched. A prompt about a live 
case could come up under disclosure, freedom of 
information or a subject access request. Write your 
prompts as though someone else will read them.

Having the Tool Is Not Permission to 
Use It
Two questions before any case material goes near it: 
Does your organisation's AI policy allow this use? And is 
the tool approved for material at this security 
classification? Your information governance team 
answers that, not the supplier's website.

You Stop Seeing What Is There
A list of results shows you the material, including things 
you were not looking for. An answer shows you a 
conclusion. Whatever the tool did not retrieve is 
invisible to you and 'nothing found' looks exactly like 
'nothing exists'.

You Lose the Audit Trail
With a search you can show what you looked for and 
what came back. With an answer you cannot show what 
the tool looked at, what it skipped, or that it would do 
the same again and that is what a court will ask. Record 
the question and the answer at the time.



How to Use Prompts
PROMPTING AI IN INVESTIGATIONS

Most problems are not the tool's fault. They are the instruction's fault. A prompt that does not tell the tool what it may not do 
will give you an answer that reads well and cannot be relied on.

What It Does Well
Reading a lot of material, summarising it against your 
question and spotting lines of enquiry that may point 
both towards and away from the suspect.

What It May Do, If It Says So
Suggest. A suggestion clearly labelled as a suggestion is 
useful, it points you at something worth a look. The 
same thing stated as fact is the problem.

What It Must Never Do
Decide what is relevant, what is sensitive, or what must 
be disclosed. Those decisions are yours. The Attorney 
General's guidance refers to 'unambiguous calculations', 
which does not describe a chat tool.

Use Only What I Give You
No outside knowledge, no general knowledge of similar 
cases. Say where each point comes from every 
document, page or paragraph.

Separate Fact from Inference
Label what the material says versus what you have 
worked out. If the material is unclear or silent, say so 
instead of filling the gap. If two documents disagree, 
show both.

Tell Me What Is Missing
Anything mentioned but not supplied, and anything you 
could not read. Do not apply any legal test , flag it and 
explain why it might matter. Do not decide it.

One trap — photographs: In the chat window the tool sees the picture, not the file. Metadata (date, camera, location) must 
be read with a proper metadata tool on a working copy, not by asking a chatbot. And do not treat that data as the truth, it is 
easily faked. Where the image came from and how you obtained it is what makes it evidence.



Three Principles That Apply Throughout

1

One — AI Assists, the 
Investigator Decides
Every prompt supports a task for 
which you already hold 
responsibility. None of them make 
a decision. If a prompt appears to 
be producing your professional 
judgement for you, it is being used 
incorrectly.

2

Two — Unverified 
Output Cannot Be 
Relied Upon
Large language models produce 
fluent, confident and plausible text 
that is sometimes simply wrong: 
misstated statutory provisions, 
invented case citations, subtly 
altered facts. Fluency is not 
accuracy. Every output requires 
reference back to the source.

3

Three — Record That It 
Was Used
Note in your decision log or case 
file where AI assisted, what it 
produced and how you verified it. 
This is the difference between a 
defensible process and a difficult 
conversation eighteen months 
later.



The Policies You Are Working Under
Three questions need settling before any prompt goes near case material. Nothing here displaces your own organisation's 
policy, where the two differ, your policy governs.

1 What does your 
organisation's AI 
policy actually 
permit?
Corporate approval to deploy a 
tool is not the same as approval 
to use it on investigative 
material. If the policy is silent 
on investigations, raise it rather 
than work around it.

2 What security 
classification are your 
tools approved to 
handle?
Do not exceed it. Investigation 
material typically sits at 
OFFICIAL, often with the -
SENSITIVE marking. If you 
cannot establish approval, do 
not put case material into the 
tool.

3 Are investigatory 
powers engaged?
Where AI is used in connection 
with investigatory powers, it 
falls within IPCO's scope of 
interest — including AI features 
embedded in commodity 
software such as Microsoft 365 
Copilot.



Six Things AI Must Never Do
These hold regardless of platform, licence or local policy. They go to the integrity of the investigation itself.

Write RIPA Reasoning
A necessity and proportionality rationale must be the 
applicant and authorising officer's own reasoning. 
Generated text is not reasoning.

Decide Disclosure
Under s.7A CPIA 1996 and the AG's Guidelines 2024, the 
duty of disclosure is continuing and the Disclosure 
Officer must apply the statutory disclosure test. Neither 
is currently delegable to a tool. 

Author a Witness Statement
A statement must be the witness's own words, signed as 
true. AI-smoothed prose assists the cross-examiner.

Monitor or Profile an Individual
Systematic use of AI to build a picture of a person or 
their lifestyle may amount to directed surveillance. The 
tool will not alert you to this.

Serve as a Source of Fact
Nothing an AI tool asserts is evidence of anything. It 
indicates where material may be; the material is the 
evidence.

Replace Your Decision Log Rationale
The log records why you decided what you decided. 
That is its entire function.

Government Direction: AI & Disclosure

The Government has agreed to two key recommendations on AI and disclosure:

• A cross-agency strategic group will be established to assess available AI tools for material management and 
disclosure evaluating accuracy, security, value for money, and the skills required to operate them. A front-line 
engagement sub-group will support this work.

• A cross-agency protocol will be developed covering the ethical and appropriate use of AI in investigative analysis 
and disclosure including human oversight, accountability, proportionality, legality, and safeguards for fair trial 
rights. Tools must be auditable, evidence-based, and subject to bias monitoring.

The Government will invest £115 million over three years to support rapid and responsible AI adoption by police, 
including a new National Centre for AI in Policing (Police AI) to identify, test and scale tools responsibly.



What to Enter — and What Never to Enter

Never Enter the Following

Names, addresses, dates of birth, NI numbers or 
contact details of suspects, witnesses, victims or 
complainants

Any material generated under a RIPA authorisation, or 
anything relating to a CHIS

Unredacted witness statements, MG forms or case 
papers

Case or reference numbers capable of identifying an 
individual or operation

Special category data or criminal offence data relating 
to identifiable people

Anything covered by legal professional privilege

Anything above the classification your tool is 
approved to handle

Anonymise as a Matter of Routine

Replace names with role labels — Witness A, Subject 1, 
Officer B. Replace addresses with "the premises". Use 
relative dates where the exact date is immaterial.

A Note on Copilot

Where Copilot is deployed in your tenant, your prompts 
and its responses are captured in the unified audit log and 
are discoverable through eDiscovery. Write your prompts as 
though a third party may read them.



How Each Prompt Is Set Out

Element What It Provides

What it's for The specific investigative task the prompt supports.

Give it What to supply for that prompt — always anonymised material.

The prompt Copy it, replace anything in square brackets, and supply your anonymised material.

The check The verification step. This is not optional — it is what makes the output usable.

Watch-out The legal or professional risk attaching to that particular task.

The tool reads, summarises and signposts. It does not apply the relevancy test, decide sensitivity, or reach the 
disclosure conclusion, those decisions are yours.



The Grounding Rules (Initial Prompt)
Append these prior to any prompt where you supply material for the AI to review. They keep the output tied to your 
documents rather than to the model's general sense of how cases like this tend to go. 

GROUNDING RULES – apply to everything you produce from the material I supply:

1. Work only from the material provided. Do not draw on outside knowledge.
2. Cite the source for everything – the document, and the page or paragraph.
3. Label clearly what the material STATES and what you have INFERRED.
4. Where the material is silent or ambiguous, say so rather than completing it.
5. Where documents conflict, record both versions. Do not choose between them.
6. Do not apply any legal test. Flag it for me to consider and explain why.
7. Do not characterise any person's intent, credibility or guilt.
8. Do not read metadata from an image. Record it as not provided if absent.
9. List anything referred to but not supplied, and anything you could not read.
10. Tell me where in this output you are least confident, and why.

A language model cannot read EXIF or file metadata from an image. Extract metadata with a proper tool and supply 
it as text.



FREE RESOURCE

The UK Investigator's AI Starter Pack
A practitioner guide containing an initial ten structured prompts for investigative practice, each with the verification step and 
legal considerations it requires. 

Who It's For
Investigators, enforcement officers 
and investigation managers in UK 
local authorities, the wider public 
sector and regulated industry.

What's Inside
Ten ready-made prompts covering 
useful prompts from scoping a 
referral to reviewing your own 
draft — each with a check you 
must carry out and the risk 
attached to it.

How to Get It
Email 
info@bdgtrainingconsultancy.co
.uk 

or download link

www.bdgtrainingconsultancy.co.
uk/downloadable-pdf

Written for investigators, enforcement officers and investigation managers in UK local authorities, the wider public 
sector and regulated industry.· BDG Training Team

mailto:info@bdgtrainingconsultancy.co.uk
mailto:info@bdgtrainingconsultancy.co.uk
https://www.bdgtrainingconsultancy.co.uk/downloadable-pdf
https://www.bdgtrainingconsultancy.co.uk/downloadable-pdf


How BDG Can Help
We deliver AI training for investigators as a short standalone session or built into our Investigation Essentials, disclosure, 
OSINT, RIPA and professional witness courses. It is worked through against your own organisation's policy and your own 
tools and it leaves a clear record of who was trained and when. Get in touch to discuss a course for your team.

AI & Disclosure
Understanding how AI tools interact with your CPIA 
obligations, the objective disclosure test, and how to 
build an audit trail that survives scrutiny.

OSINT & RIPA
Using AI tools for open-source research within the legal 
framework — what is permitted, what requires 
authorisation, and how to record it.

Professional Witness Skills
Preparing witnesses who understand the risks of AI-
assisted preparation, and investigators who can identify 
and respond to it in interview.

AI Prompting for Investigators
Practical sessions on writing prompts that produce 
reliable, auditable outputs — including the UK 
Investigator's AI Starter Pack and the Practitioner's 
Prompt Handbook.

Contact: info@bdgtrainingconsultancy.co.uk | www.bdgtrainingconsultancy.co.uk
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This bulletin is a training and awareness summary of publicly available material and does not constitute legal advice. Always 
refer to the source documents, the relevant Codes of Practice and your local policy, which take precedence.
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